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Abst r act

The Transport Layer Security (TLS) protocol (RFC 2246) includes
features to negotiate selection of a | ossless data conpressi on nethod
as part of the TLS Handshake Protocol and then to apply the algorithm
associated with the selected nethod as part of the TLS Record
Protocol. TLS defines one standard conpression nethod, which
specifies that data exchanged via the record protocol will not be
conpressed. This docunent describes an additional conpression method
associated with the Lenpel -Ziv-Stac (LZS) |ossless data conpression
algorithmfor use with TLS. This docunent also defines the
application of the LZS algorithmto the TLS Record Protocol.
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1. Introduction
1.1. Genera

The Transport Layer Security (TLS) protocol (RFC 2246, [2]) includes
features to negotiate selection of a | ossless data conpressi on nethod
as part of the TLS Handshake Protocol and then to apply the algorithm
associated with the selected nethod as part of the TLS Record
Protocol. TLS defines one standard conpressi on nethod,

Conpr essi onMet hod. nul I, whi ch specifies that data exchanged via the
record protocol will not be conpressed. Although this single
conpressi on net hod hel ps ensure that TLS i npl enentations are

i nteroperabl e, the |ack of additional standard conpression nethods
has linmted the ability to develop interoperative inplenentations
that include data conpression
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TLS is used extensively to secure client-server connections on the
Wrld Wde Wb. Although these connections can often be
characterized as short-lived and exchanging relatively small anmounts
of data, TLS is al so being used in environments where connections can
be I ong-lived and the anobunt of data exchanged can extend into
thousands or mllions of octets. For exanple, TLS is now

i ncreasingly being used as an alternative Virtual Private Network
(VPN) connection. Conpression services have | ong been associ ated
with | PSec and PPTP VPN connections, so extendi ng conpression
services to TLS VPN connections preserves the user experience for any
VPN connection. Conpression within TLS is one way to hel p reduce the
bandwi dth and | atency requirenments associ ated with exchangi ng | arge
amounts of data while preserving the security services provided by
TLS.

Thi s docunent describes an additional conpression nethod associ ated
with a | ossless data conpression algorithmfor use with TLS. This
docunent specifies the application of Lenpel-Ziv-Stac (LZS)
conpression, a |ossless conpression algorithm to TLS record

payl oads. This specification also assunes a thorough understandi ng
of the TLS protocol [2].

1.2. Specification of Requirements

The key words "MJST", "MJST NOT", "REQUI RED', "SHALL", "SHALL NOT",
"SHOULD', "SHOULD NOT", "RECOWMMENDED', "MAY", and "OPTIONAL" in this
document are to be interpreted as described in BCP 14, RFC 2119 [1].

2. Conpression Methods

As described in section 6 of RFC 2246 [2], TLS is a statefu
protocol. Conpression nethods used with TLS can be either statefu
(the conpressor maintains its state through all conpressed records)
or stateless (the conpressor compresses each record i ndependently),
but there seens to be little known benefit in using a statel ess
conpressi on nethod within TLS. The LZS conpressi on net hod descri bed
in this docunent is stateful.

Conpressi on al gorithns can occasionally expand, rather than conpress,
i nput data. The worst-case expansion factor of the LZS conpression
method is only 12. 5% Thus, TLS records of 15K bytes can never
exceed the expansion linmts described in section 6.2.2 of RFC 2246
[2]. If TLS records of 16K bytes expand to an anount greater than
17K bytes, then the unconpressed version of the TLS record must be
transm tted, as described bel ow
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2.

2.

3.

3.

1. LZS Conpressi onMet hod

The LZS ConpressionMethod is a 16-bit index and is negotiated as
described in RFC 2246 [2] and RFC 3749 [3]. The LZS

Conpressi onMethod is stored in the TLS Record Layer connection state
as described in RFC 2246 [2].

| ANA has assigned 64 as conpression nethod identifier for applying
LZS conpression to TLS record payl oads.

2. Security Issues with Conpression Histories

Sharing conpression histories between or anong nore than one TLS
session may potentially cause infornation | eakage between the TLS
sessions, as pathol ogical conpressed data can potentially reference
data prior to the beginning of the current record. LZS

i mpl enent ati ons guard against this situation. However, to avoid this
potential threat, inplenentations supporting TLS conpression MJST use
separate conpression histories for each TLS session. This is not a
[imtation of LZS conpression but is an artifact for any conpression
al gorithm

Furthernore, the LZS conpression history (as well as any conpression
hi story) contains plaintext. Specifically, the LZS history contains
the last 2K bytes of plaintext of the TLS session. Thus, when the
TLS session term nates, the inplenmentation SHOULD treat the history
as it does any plaintext (e.g., free menory, overwite contents).

LZS Conpressi on
1. Background of LZS Conpression

Starting with a sliding window conpression history, simlar to LZ1
[8], a new, enhanced conpression algorithmidentified as LZS was
devel oped. The LZS algorithmis a general-purpose | ossless
conpression algorithmfor use with a wide variety of data types. Its
encodi ng nethod is very efficient, providing conpression for strings
as short as two octets in |ength.

The LZS algorithmuses a sliding window of 2,048 bytes. During
conpressi on, redundant sequences of data are replaced with tokens
that represent those sequences. During deconpression, the origina
sequences are substituted for the tokens in such a way that the
original data is exactly recovered. LZS differs froml ossy
conpressi on al gorithns, such as those often used for video
conpressi on, that do not exactly reproduce the original data. The
details of LZS conpression can be found in section 3.5 bel ow
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3.2. LZS Conpression History and Record Processing

This standard specifies "stateful" conpression -- that is,

mai nt ai ni ng the conpression history between records within a
particul ar TLS conpression session. Wthin each separate conpression
hi story, the LZS Conpressi onMet hod can naintain conpression history

i nformati on when conpressi ng and deconpressi ng record payl oads.
Stateful conpression provides a higher conpression ratio to be

achi eved on the data stream as conpared to statel ess conpression
(resetting the conpression history between every record),
particularly for small records.

Stateful conpression requires both a reliable |ink and sequenced
record delivery to ensure that all records can be deconpressed in the
same order they were conpressed. Since TLS and | ower-I|ayer protocols
provide reliable, sequenced record delivery, conpression history

i nformati on MAY be mmi ntai ned and expl oited when the LZS
Conpr essi onMet hod i s used.

Furthernore, there MJST be a separate LZS conpression history

associ ated with each open TLS session. This not only provides
enhanced security (no potential information |eakage between sessions
via a shared conpression history), but al so enabl es superior
conpression ratio (bit bandwi dth on the connection) across all open
TLS sessions with conpression. A shared history would require
resetting the conpression (and deconpression) history when switching
bet ween TLS sessions, and a single history inplenmentation would
require resetting the conpression (and deconpression) history between
each record

The sender MUST reset the conpression history prior to conpressing
the first TLS record of a TLS session after TLS handshake conpl etes.
It is advantageous for the sender to maintain the conpression history
for all subsequent records processed during the TLS session. This
results in the greatest conpression ratio for a given data set. In
ei ther case, this conpression history MUST NOT be used for any ot her
open TLS session, to ensure privacy between TLS sessi ons.

The sender MUST "flush" the conpressor each tine it transnmits a
conpressed record. Flushing nmeans that all data going into the
conpressor is included in the output, i.e., no data is retained in
the hope of achieving better conpression. Flushing ensures that each
conpressed record payl oad can be deconpressed conpletely. Flushing is
necessary to prevent a record' s data fromspilling over into a | ater
record. This is inportant for synchronizing conpressed data with the
aut henticated and encrypted data in a TLS record. Flushing is
handl ed automatically in nmost LZS inpl enentations.
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When the TLS session term nates, the inplenentati on SHOULD di spose of
the menmory resources associated with the related TLS conpression

history. That is, the conpression history SHOULD be handl ed as the
TLS key material is handl ed.

The LZS Conpressi onMet hod al so features "deconpressing” unconpressed
data in order to maintain the history if the "conpressed" data
actual ly expanded. The LZS Conpressi onMet hod record fornat
facilitates identifying whether records contain conpressed or
unconpressed data. The LZS decodi ng process acconmpdat es
deconpressi ng either conpressed or unconpressed dat a.

3.3. LZS Conpressed Record Format
Prior to conpression, the unconpressed data (TLSPI ai ntext.fragnent)
is conposed of a plaintext TLS record. After conpression, the

conpressed data (TLSConpressed. fragnment) is conposed of an 8-bit
TLSConp header followed by the conpressed (or unconpressed) data.

3.4. TLSConp Header For nat

The one-octet header has the follow ng structure:

3.4.1. Flags

The format of the 8-bit Flags TLSConp field is as foll ows:

Res- Reser ved

Reserved for future use. MJST be set to zero. MJIST be ignored by
the receiving node.
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3.

5.

RST- Reset Conpression History

The RST bit is used to informthe deconpressi ng peer that the
conpression history in this TLS session was reset prior to the
data contained in this TLS record bei ng conpressed. When the RST
bit is set to "1", a conpression history reset is perfornmed; when
RST is set to "0", a conpression history reset is not perforned.

This bit MJST be set to a value of "1" for the first conpressed
TLS transnmitted record of a TLS session. This bit may al so be
used by the transmitter for other exception cases when the
conpressi on history nust be reset.

C/ U- Conpr essed/ Unconpr essed Bit

The C/ U indicates whether the data field contains conpressed or
unconpressed data. A value of 1 indicates conpressed data (often
referred to as a conpressed record), and a value of 0 indicates
unconpressed data (or an unconpressed record).

LZS Conpression Encodi ng For mat

The LZS conpressi on met hod, encoding format, and applicati on exanpl es
are described in RFC 1967 [6], RFC 1974 [5], and RFC 2395 [4].

Sone i nplenmentations of LZS allow the sending conpressor to sel ect
from anong several options to provide varying conpression rati os,
processi ng speeds, and nenory requirenments. Oher inplenmentations of
LZS provide optimal conpression ratio at byte-per-clock speeds.

The receiving LZS deconpressor autonatically adjusts to the settings
sel ected by the sender. Also, receiving LZS deconpressors wl|
updat e the deconpression history with unconpressed data. This
facilitates never obtaining less than a 1:1 conpression ratio in the
session and never transmtting with expanded dat a.

The input to the payl oad conpression algorithmis TLSPI ai ntext data
destined to an active TLS session with conpression negotiated. The
output of the algorithmis a new (and hopefully snaller)

TLSConpr essed record. The output payl oad contains the input

payl oad’ s data in either conpressed or unconpressed format. The

i nput and out put payl oads are each an integral nunber of bytes in

| engt h.

The output payload is always prepended with the TLSConp header. |f
the unconpressed formis used, the output payload is identical to the
i nput payl oad, and the TLSConp header reflects unconpressed data.
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If the conpressed formis used, encoded as defined in ANSI X3.241
[7], and the TLSConp header reflects conpressed data. The LZS
encoded format is repeated here for informational purposes ONLY.

<Conpressed Streane :
<Conpressed String>

= [ <Compressed String>*] <End Marker>
= 0 <Raw Byte> | 1 <Conpressed Bytes>
<Raw Byt e> : = <b><b><b><b><b><b><b><b> (8-bit byte)
<Conpressed Bytes> := <O fset> <Lengt h>

<O fset> := 1 <b><b><b><b><b><b><b> | (7-bit offset)
0 <b><b><b><b><b><b><b><b><b><b><b> (11-bit offset)

<End Mar ker> := 110000000

<b>:=11] 0

<Length> : =

00 =2 1111 0110 = 14
01 =3 1111 0111 = 15
10 =4 1111 1000 = 16
1100 =5 1111 1001 = 17
1101 =6 1111 1010 = 18
1110 =7 1111 1011 = 19
1111 0000 = 8 1111 1100 = 20
1111 0001 = 9 1111 1101 =21
1111 0010 = 10 1111 1110 = 22
1111 0011 = 11 1111 1111 0000 = 23
1111 0100 = 12 1111 1111 0001 = 24
1111 0101 = 13

3.6. Padding

A dat agram payl oad conpressed with LZS al ways ends with the | ast
conpressed data byte (also known as the <end marker>), which is used
to di sanbi guate padding. This allows trailing bits, as well as
bytes, to be consi dered paddi ng.

The size of a conpressed payl oad MJST be in whole octet units.

4. Sendi ng Conpressed Datagrans
Al'l TLS records processed with a TLS session state that includes LZS
conpressi on are processed as follows. The reliable and efficient

transport of LZS conpressed records in the TLS session depends on the
foll owi ng processes.
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4.1. Transnmitter Process

The conpression operation results in either conpressed or
unconpressed data. When a TLS record is received, it is assigned to
a particular TLS context that includes the LZS conpression history
buffer. It is processed according to ANSI X3.241-1994 to form
conpressed data or used as is to formunconpressed data. For the
first record of the session, or for exception conditions, the
conpressi on history MIST be cleared. In performng the conpression
operation, the conpression history MIST be updated when either a
conpressed record or an unconpressed record i s produced.
Unconpressed TLS records MAY be sent at any time. Unconpressed TLS
records MJST be sent if conpression causes enough expansion to nmake
the data conpression TLS record size exceed the MIU defined in
section 6.2.2 in RFC 2246. The output of the conpression operation
is placed in the fragnent field of the TLSConpressed structure
(TLSConpr essed. fragnent) .

The TLSConp header byte is located just prior to the first byte of
the conpressed TLS record in TLSConpressed.fragnent. The C U bit in
the TLSConp header is set according to whether the data field
cont ai ns conpressed or unconpressed data. The RST bit in the TLSConp
header is set to "1" if the conpression history was reset prior to
conpressing the TLSpl ai ntext.fragnent that is conposed of a
TLSConpr essed. fragnment. Unconpressed data MJUST be transmtted (and
the C/Ubit set to 0) if the "conpressed" (expanded) data exceeded
17K byt es.

4.2. Receiver Process

Prior to deconpressing the first conpressed TLS record in the TLS
session, the receiver MIST reset the deconpression history.
Subsequent records are deconpressed in the order received. The
recei ver deconpresses the Payl oad Data field according to the
encodi ng specified in section 3.5 above.

If the received datagramis not conpressed, the receiver does not
need to perform deconpression processing, and the Payl oad Data field
of the datagramis ready for processing by the next protocol |ayer.

After a TLS record is received fromthe peer and decrypted, the RST
and C/U bits MJST be checked.

If the CJUDbit is set to "1", the resulting conpressed data bl ock
MJST be deconpressed according to section 3.5 above.

If the CJUDbit is set to "0", the specified deconpression history
MUST be updated with the recei ved unconpressed data.
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If the RST bit is set to "1", the receiving deconpressi on history MAY
be reset to an initial state prior to deconpressing the TLS record.
(However, due to the characteristics of the Hfn LZS algorithm a
deconpression history reset is not required). After reset, any
conpressed or unconpressed data contained in the record is processed.

4.3. Anti-expansi on Mechani sm

During compression, there are two workabl e options for handling
records that expand:

1) Send the expanded data (as |ong as TLSConpressed.length is 17K or
| ess) and nmaintain the history, thus allowi ng |oss of current
bandwi dt h but preserving future bandwi dth on the |ink

2) Send the unconpressed data and do not clear the conpression
hi story; the deconpressor will update its history, thus conserving
the current bandwi dth and future bandwi dth on the Iink

The second option is the preferred option and SHOULD be i npl enent ed.

There is a third option:

3) Send the unconpressed data and clear the history, thus conserving
current bandw dth but allow ng possible |oss of future bandwi dth
on the |ink.

Thi s option SHOULD NOT be inpl ement ed.

5. Internationalization Considerations

The conpression nethod identifiers specified in this docunent are

machi ne-readabl e nunbers. As such, issues of hunman

i nternationalization and |localization are not introduced.

6. | ANA Consi derations

Section 2 of RFC 3749 [3] describes a registry of conpression nethod

identifiers to be maintained by the I ANA and to be assigned within

three zones.

| ANA has assigned an identifier for the LZS conpressi on nmethod from

the RFC 2434 Specification Required | ANA pool, as described in

sections 2 and 5 of RFC 3749 [3].

The | ANA- assi gned conpression nethod identifier for LZS is 64 decima
(0x40) .
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7.

Security Considerations

Thi s docunent does not introduce any topics that alter the threat
nodel addressed by TLS. The security considerations described
throughout RFC 2246 [2] apply here as well.

However, comnbi ning conpression with encryption can sonetines revea

i nformati on that woul d not have been reveal ed wi thout conpression
Data that is the same length before conpression might be a different
| ength after conpression, so adversaries that observe the |ength of
the conpressed data might be able to derive information about the
correspondi ng unconpressed data. Some synmetric encryption

ci phersuites do not hide the length of synmetrically encrypted data
at all. Ohers hide it to some extent but not fully. For exanple,
ci phersuites that use stream ci pher encryption w thout padding do not
hide length at all; ciphersuites that use C pher Bl ock Chaining (CBC)
encryption with padding provide some |ength hiding, depending on how
the anmpbunt of padding is chosen. Use of TLS conpression SHOULD take
into account that the length of conpressed data may | eak nore

i nformati on than the I ength of the original unconpressed data.

Anot her security issue to be aware of is that the LZS conpression
history contains plaintext. 1In order to prevent any kind of

i nformation | eakage outside the system when a TLS session with
conpression ternmi nates, the inplenentati on SHOULD treat the
conpression history as it does plaintext -- that is, care should be
taken not to reveal the conpression history in any formor to use it
again. This is described in sections 2.2 and 3.2 above.

This information | eakage concept can be extended to the situation of
sharing a single conpression history across nore than one TLS
session, as addressed in section 2.2 above.

QO her security issues are discussed in RFC 3749 [3].
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